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1. In vitation to Bayesian Analysis

� What is Bayesiananalysis?

� HypothesisTests: P-ValuesAre Misleading

� Sequential Analysis: Stopping Rule Principle

� Estimation & Testing: Admissibilit y

� Model Elaboration and Synthesis (Hierarchical Models)
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Setup:

Outcome Space X (Might be product spaceX n )

Parameter Space � (Might be subsetof Rp)

Likelihood Function f � (X ) (Might be product
Q

f � (xi ))

Examples:

Bi: f � (X ) =
Q � n i

X i

�
(p)X i (1 � p)n i � X i / (p)Sn (1 � p)Fn

No: f � (X ) =
Q h

e� (X i � � ) 2 =2� 2
=p

2� � 2

i
/ � � n e� n

2 � 2 [S2
n +( �X n � � ) 2 ]

Po: f � (X ) =
Q �

� X i e� � =Xi !
�

/ � Sn e� n�
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What is BayesianAnalysis?

Bayesiananalysis is the construction of a probabilit y model for the
joint distribution of all uncertain quantities|
both parameters (� 2 �) and observ ables (X 2 X ).

Inference is basedon the conditional distribution of the unknown
quantities of interest (sometimesthe parameter vector or some
function of it, sometimesfuture or missing observations), giv en the
valuesof any observed quantities (usually X = x 2 X , but
sometimesonly censoredor noisy observations are available).
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What is BayesianAnalysis? (Cont.)

The Lik eliho od Function f � (x) is the density function for X
with respect to an (arbitrary) referencemeasurem(dx). It is
evaluated at the observed value of X = x 2 X and regardedas a
function of � 2 �.

In Bayesiananalysis it is thought of as the conditional density of
X , given � , and is often written in conditional form

L(� ) = f (x j � )

To complete the joint distribution of (� ; X ) 2 � � X , all we needis

the marginal distribution of � 2 �, or Prior Distribution � (d� ).

Example: � � Be(:5; :5), X j� � Bi(17; � ):
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Thus we have:

Prior � � � (d� ) = 1=�
p

� (1 � � )

Likelihood X j � � f (x j � ) m(dx) =
� 17

x

�
� x (1 � � )17� x

Joint X ; � � � (d� ) f (x j � ) m(dx) =
� 17

x

� � x (1 � � ) 17 � x

�
p

� (1 � � )

Posterior � jX � � (d� ) f (x j � )R
� � (d� ) f (x j � ) � Be(x+ :5; 17:5� x)

/ � (d� ) f (x j � ) / � x � :5(1 � � )16:5� x

Bayesian Analysis is inferencebasedon this conditional or, as it
is better known, posterior distribution | hypothesis tests,
estimation, decisiontheory, etc.
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Examples of BayesianInference:

Estimation: T � : X ! � T � (x) = E[� j X = x]

T � : X ! � P[� � T � j X = x] = 1=2

Intervals: U� : X ! 2� P[� 2 U� j X = x] � 0:95

Hypotheses: P �
0 : X ! [0; 1] P �

0 = P[H0 j X = x]

Decisions: � � : X ! A R(� � ; � ) � E[L (� � ; � ) j � ]

r (� � ) � E[L (� � ; � )]
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HypothesisTesting: P-Valuesare Misleading
Consider the question of testing

H0 : � = � 0 vs. H1 : � = � 1;

for two points � 0; � 1 2 �. Set

� (X ) �
L (� 1 j X )
L (� 0 j X )

;

the Lik eliho od Ratio against H 0, and let x 2 X be the observed
value of X . All statistical paradigms (Bayesian,Frequentist,
Likelihoodist) use� (X ) to quantify the evidenceagainst H 0:
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Measuresof EvidenceAgainst H0:

1. Bayesian (T Bayes,1763): Begin with marginal probabilities
� j = Pr[� = � j ], compute conditional (posterior ) probabilities

P[H0 j X = x] =
� 0L (� 0 j x)

P
� j L (� j j x)

=
� 0
� 1

� 0
� 1

+ � (x)

2. Fisherian (RA Fisher, 1934): Compute the P-value

P = P[� (X ) � � (x) j H0]

3. Lik eliho odist (I Hacking, 1965): Treat � (x) itself as the
measureof relative support for H 0 and H1.
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Usual Procedures:

1. Bayesian (P-S Laplace, 1774): For objectivit y, choose
� 0 = � 1 = 1=2; Reject H0 in favor of H1 if
P [H0 j X ] = (1 + � )� 1 is small (say, < 0:05);

2. Fisherian (RA Fisher, 1934): Reject H 0 in favor of H1 if
P = P[� (X ) � � (x) j � = � 0] is small (say, < 0:05);

3. Lik eliho odist (I Hacking, 1965): Reject H 0 in favor of H1 if �
is large (say, > 20).

Question:
How often do we wrongly reject TR UE hypotheses?
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Frequentist Guarantee:

IF H0 is true, THEN the Type-I Error probabilit y is � 5%, i.e.,

P[Reject at � = :05 j H0] � 0:05:

But is that really the question we want answered?

Supposean experiment leadsto P � 0:05; what is the chancethe
(rejected!) hypothesisH0 is actually true?

P[H0 j Reject w/P = :05] =????

Most na•�ve usersimagine the answer is 5%, more or less.
They are wrong.
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Binomial Example:

Our clinic studies 17 matched pairs of subjects; one subject in each
pair is given the Treatment, the other the Control. The Treated
subject doesbetter in 13 of the 17 pairs.
Do Treated and Con trol di�er?
The P-value for testing the two-sidedhypothesis

H0 : [p = 1=2] vs. H1 : [p 6= 1=2]

is

P = P[X � 13 or X � 4 j p = 1=2] = 0:04904;

leading us to REJECT H0 at level 0:05.

What is the probabilit y we are making an error? Is it about 5%?
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RepeatedUse:

Imagine we usesimilar statistical methods in a long stream of trials:

� in about half of them, H 0 is true and p = 1=2

� in about half of them, H 0 is falseand p 6= 1=2.

We have to model what p will be in the false-H 0 cases;one choice is
to let p be random, perhapswith a symmetric Be(� ; � ) distribution
for some� � 0.

The numbers S of successesand F = n � S of failures in a trial of n
subjects would satisfy:

STA215 8 Apr 2002 14 of 34



'

&

$

%

RepeatedUse(Continued)

P[S = s] =
1
2

�
n
s

�
� 1

2

� n
+

1
2

Z 1

0

�(2 � )
�( � )2

�
n
s

�
p� + s� 1(1 � p)� + f � 1 dp

=
1
2

�
n
s

� �
2� n +

�(2 � )�( � + s)�( � + f )
�( � )2�(2 � + n)

�

so

P[H0 j S = s] =
1

1 + 2n �(2 � )�( � + s)�( � + f )
�( � ) 2 �(2 � + n )
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Back to the Example:
With S = 13 and F = 4 in n = S + F = 17 trials,

P[H0 j S;F = 4; 13] =
1

1 + 217 �(2 � )�( � +13)�( � +4)
�( � ) 2 �(2 � +17)

� 0:2282 for any � > 0

(The minimum occurs at about � � 2:0642). Thus for any � > 0,
the evidenceof S = 13 with P� value of 0:04904givesonly about
3:1 odds against H0, not the 19:1 most people imagine| weak
evidenceindeed! Should we really reject H 0?
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alpha

P
[H

o|
S

=
13

,F
=

4]

0.1 0.5 1.0 5.0 10.0 50.0 100.0

0.
0

0.
1

0.
2

0.
3

0.
4

0.
5

2.06

0.2282

0.0500

P[Ho]>0.2282

P-value=0.05
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RepeatedUse(Continued)
A more extreme way to model what p will be in our false-H 0 cases
would be to let p take some�xed value (say, q) when H 0 fails,
leading to

P[P-value = :04904] = P[S = 4 or S = 13]

= 1
2

� 17
4

��
1
2

� 4�
1
2

� 13
+ 1

2

� 17
13

� �
1
2

� 13�
1
2

� 4
+

1
2

� 17
4

�
q4(1 � q)13 + 1

2

� 17
13

�
q13(1 � q)4

= 1190
�
2 � 2� 17 + q4(1 � q)13 + q13(1 � q)4�

P[H0 j S = 4 or 13] =
2

2 + 217 [q4(1 � q)13 + q13(1 � q)4]
� 0:1400for all 0 < q < 1:

This is the extremum over all possibledistributions of p under H 1.
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Example:

For larger sample-sizesthings are more extreme; for example,a
trial with 480 successesin 900 matched subject pairs will lead to a
P-value for the hypothesisH 0 : [p = 1=2] with two-sidedalternativ e
H1 : [p 6= 1=2] of

P = P[X � 480 or X � 420j p = 1=2] = 0:04916;

even though in repeated testing of many hypotheses,half true and
half false, the fraction of true hypothesesamong those with
P = :04916exceeds

P[H0 j P = :049] � inf
0<q < 1

2
2 + 2900 [q420(1 � q)480 + q480(1 � q)420]

= 0:21274:
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Normal Examples:
The samething happensin two-sidednormal-distribution
examples,and in all regular statistical problems where asymptotic
normalit y holds. The normal calculations are easierand give some
idea of how we might \recalibrate" P-values.

Frequentist testing of H0 : � = � 0 against two-sidedalternativ e
H1 : � 6= � 0 for normally-distributed data X i � No(�; � 2) is an
elementary problem, whosewell-known answer is given by

P = 2�
�

�j �X n � � 0j
� =

p
n

�
;

usually leading to rejection whenever �X n di�ers from � 0 by more
than two standard deviations or so. How safeare we in rejecting
H0 when P = :05, i.e., when Z =

p
n ( �X n � � 0)=� = � 1:96?
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Normal Examples(Cont'd):
It's an easycalculation; without losing any generality we can take
n = 1, � 0 = 0, and z = x = 1:96. Again in a stream of 50% true
and 50% falsehypotheses,perhapswith � = � 1 in all the falseones,
we �nd

P[H0 j P = 0:05] =
e� 1:962 =2

e� 1:962 =2 + 1
2 e� (1 :96+ � 1 ) 2 =2 + 1

2 e� (1 :96� � 1 ) 2 =2

=
2

2 + e� 1:96� 1 � � 2
1 =2 + e+1 :96� 1 � � 2

1 =2

� 0:2265

(The minimum occurs at about � 1 � 2). Thus for any � 1, the
evidenceof Z = 1:96 with P� value of 0:05 givesonly about 4:1
odds against H0, again not the 19:1 most peopleimagine.
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Normal Examples(Cont'd):
More generally, for any P-value p = �( z),

P[H0 j P = p] =
2

2 + e� � 2
1 =2[e� z� 1 + e+ z� 1 ]

takesa minimum near � 1 = z, as much as an order of magnitude
higher than p:

P-Value = 0.0010 0.0025 0.0050 0.0100 0.0250 0.0500

999:1 399:1 199:1 99:1 39:1 19:1

Z -Score 3.291 3.023 2.807 2.576 2.241 1.960

P[H0] � 0.0088 0.0203 0.0375 0.0676 0.1396 0.2265

112:1 48:1 26:1 14:1 6:1 3:1
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P-value

P
[H

o]

0.001 0.005 0.010 0.050 0.100

0.
01

0.
05

0.
10

P[Ho]

P-Value
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Sequential Analysis: Stopping Rules

For testing a simple hypothesisH 0 : X i � f 0(x) m(dx) with simple
alternativ e H1 : X i � f 1(x) m(dx) with i.i.d. data X i for i 2 N,
virtually all statistical paradigms summarizethe evidencefrom the
�rst n observations through the Lik eliho od Ratio (against H 0),

� n �
f 1(x1) � � � f 1(xn )
f 0(x1) � � � f 0(xn )

:
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Likelihood Ratio: � n �
f 1(x1) � � � f 1(xn )
f 0(x1) � � � f 0(xn )

Bayesiansbasethis choice on the calculation

P[H0 j ~xn ] =
� 0 f 0(x1) � � � f 0(xn )

� 0 f 0(x1) � � � f 0(xn ) + � 1 f 1(x1) � � � f 1(xn )

=
� 0
� 1

� 0
� 1

+ � n
;

while Frequentists basethe choice on the Neyman-Pearsonlemma
which assertsthat the most powerful possiblestatistical test of H 0

vs. H1 will reject H0 for large valuesof � n , with P-value

P = P[� n (X ) � � n (x) j X j � f 0(x) m(dx)]
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Asymptotics:

If H0 is true then � n is a positiv e martingale :

E [� n +1 j Fn ] =
Z

X

f 1(x1) � � � f 1(xn )
f 0(x1) � � � f 0(xn )

f 1(xn +1 )
f 0(xn +1 )

f 0(xn +1 ) dxn +1

=
Z

X
� n f 1(xn +1 ) dxn +1

= � n

and so by the Martingale convergencetheorem,

lim
n !1

� n = 0 a.s., if H0 is true

while if H1 is true then 1=� n ! 0 is a positive martingale and

lim
n !1

� n = 1 a.s., if H1 is true
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The logarithm of � n is an asymetric random walk under any
possibledistribution f (x) for the f X i g, even if both hypothesesare
false:

log � n =
X

i � n

�
log f 1(X i ) � log f 0(X i )

�
:

The stepshave mean � = E
�

log f 1(X i ) � log f 0(X i )
�

given by

� =
Z

X
[log f 1(x) � log f 0(x)] f (x) m(dx)

=
Z

X
� log

f 0(x)
f (x)

f (x) m(dx) �
Z

X
� log

f 1(x)
f (x)

f (x) m(dx)

= K (f : f 0) � K (f : f 1);

the di�erence in the Kullback-Leibler divergencesfrom the true
distribution f (x) to f 0 and f 1.
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Thus

log � n =
X

i � n

log
f 1(X i )
f 0(X i )

is a R.W.,

� n
�
K (f : f 0) � K (f : f 1)

�

! �1 if f is closer to f 0,

! + 1 if f is closer to f 1,

� � n K (f 0 : f 1) if H0 true,

� + n K (f 1 : f 0) if H1 true.
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Under H0 the mean and variance are both available:

� 0 =
Z

X

�
log f 1(x) � log f 0(x)

�
f 0(x) m(dx)

� 2 =
Z

X

�
log f 1(x) � log f 0(x)

� 2
f 0(x) m(dx) � � 2

0;

and by the Central Limit Theorem we have the approximate
distribution

log � n � n� 0p
n� 2

0

� No(0; 1)

and hencethe Frequentist P-value is given approximately by

P = P[� n (X ) � � n (x) j H0]

� �

 

�
log � n � n� 0p

n� 2
0

!

:
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Question:
How often do we reject TR UE hypotheses?

If H0 is true , then the Central Limit Theorem , and the Law of
the Iterated Logarithm gives

lim sup
n !1

�
log � n � n� 0p
2n� 2

0 log logn
= 1

and so, for any z 2 R, there exists nz < 1 such that

log � n z � nz � 0p
nz � 2

0

> z

and henceP = �
�

� log � n z � n z � 0p
n z � 2

0

�
� �( z).

A Sequential Frequentist can reject any true H 0 at any level
p = �( z)!!!
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How About BayesianAnalysis?

Even at stopping times T the Bayesianerror report

PT = P[H0 j FT ] =
� 0
� 1

� 0
� 1

+ � T

satis�es the bound

P[PT � p j H0] � p

for every 0 < p < 1, so a Bayesiananalysis allows one to stop
sampling for any reasonat all without distorting the results| ran
out of money, time, or patience; achieved \signi�cance"; computer
crashed;co�ee ran out...
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A Few Incentivesfor BayesianAnalysis:
1. Doesnot distort evidencelike P-valuesdo

2. Freedomto usearbitrary stopping rules in sequential settings

3. An Estimator or Test Procedureis Admissible (i.e., not worse
than someother for all � 2 �) if and only if it is the Bayes
Procedurefor someprior � (d� )

4. Easy to \elab orate" models to add additional features,and to
synthesizeevidencefrom di�eren t sources,through
hierarc hical mo dels

SO, let's look how we can useBayesianmethods in somespeci�c
problems... more next time!
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