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On Nested

An apology S

Floyd Bullard

The description for this talk concludes: \In this talk we'll
apply nestedsamplingto an easyproblem rst, to seehow it
works, and then to a more complexproblemwhereit may be
more relevant.”

In fact, at the time of that writing | was optimistic about
solving a fairly difficult seven-dimensional problem using

nested sampling. But, not having achieved success, | will
present here only two artificial and fairly simple problems.



A toy problem

In a one-acre region of land, 12 rabbit holes are found. If
you assume that their appearance follows a random poisson
point process with unknown rate parameter , and that the
prior distribution of is exp(0:1) (i.e., = 10 holes per
acre), then what is its posterior distribution given the
observed 12 holes?
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o A N N On Neste
The posterior distribution of Samplng.
Floyd Bullard
P(a|X=12) Parameter Estimation

Figure:

The posterior distribution of « is Gamma(13,1.1)
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Note that this problem seemed to require the computation
of the mg{ginal likelihood of the data,

(X) = () (X]j )d , which for this problem turned
out to equal % ~ 0:029.

But in fact, had that integral been difficult or impossible to
solve analytically, an MCMC technique such as the
Metropolis algorithm might still have been used to make
draws of  from its posterior distribution.
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Metropolis results

Parameter Estimation

e
iteration x10°

6000

4000
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Figure: The Metropolis algorithm (here, with 100K simulations)
can be used to draw from the posterior distribution of the
parameter(s), even if the integral [ m(o)m(Xja)de is difficult or
impossible to evaluate. '
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Another toy problem S
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Two regions of land, each one acre in area, may or may not
be equally appealing to rabbits. 12 rabbit holes are found in
region one, while 32 rabbit holes are found in region two.
What is the probability that the regions are equally
appealing to rabbits?

Model Selection
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We might consider these two models:

M1 Rabbit holes appear in both regions according
to a poisson point process with common rate
parameter

M> Rabbit holes appear in both regions according
to poisson point processes, but that in region
one the rate parameter is 1, while in region
two it is .



On Nested

Prlors Sampling.

Floyd Bullard

Model Selection

Suppose we set the following priors:
I (M1)= (My) =05
I jM1  exp(0:1) (i.e, = 10 rabbit holes per acre)
1 oMz " exp(0:1)
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(M1;X)
(M1;X) 4+ (M2; X)
(M1) (XjM1)
(M1) (XjM1) + (M2) (XjMz)

(MgjX) =

Note that the expression in red above is simply the marginal
probability of the data under model M1, and the expression

in blue is simply the marginal probability of the data under

model M».

We didn't needto computetheseintegralswhenwe were
doing parameter estimation ; but now, for model
selection, we do.
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It happens that (XjM1) = 6:67 10 ©, and
(XjMz) =2 1:25 10 #, which means the Bayes factor is
about 0.0535 and (M1jX) = 0:0508 for the given priors
(M) = (M3) = 0:5.

(We'll return to that number, (M1jX) & 0:0508, at the
end of this talk.)



. . . On Nested
A brief digression S
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a| X, M1 bl,b2|X,M2
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Figure: The posterior distributions of the parameters conditional
on their respective models. The lower graphs are based on 5000
draws from the posterior.
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model selection involves computing or estimating
o COjMi) (Xj ©;Mi)d @ for all candidate models
M, even though parameter estimation does not. (Here, ()
denotes the parameters involved in model M;.)
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model selection involves computing or estimating
o COjMi) (Xj ©;Mi)d @ for all candidate models
M, even though parameter estimation does not. (Here,
denotes the parameters involved in model M;.)

0]

For the rest of this talk, we'll omit the notation indicating
conditioning on a model M; and the superscript on () when
there is only one model being discussed. We will also denote
the likelihood function thus: L( ) (Xj ).



The upshot Samping.

Floyd Bullard

Model Selection

model selection involves computing or estimating
o COjMi) (Xj ©;Mi)d @ for all candidate models
M, even though parameter estimation does not. (Here,
denotes the parameters involved in model M;.)

0]

For the rest of this talk, we'll omit the notation indicating
conditioning on a model M; and the superscript on () when
there is only one model being discussed. We will also denote
the likelihood function thus: L( ) (Xj ).

what's the big deal? Why is it so hard to compute

()L()d ?



Numerical approaches

The integral may be difficult or impossible to solve
analytically if the form of the prior times the likelihood is not
simple. So numerical approaches may be used to
approximate the integral.

The most obvious approach one might try is this one:

()L( )d = L( i), where ;
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Prior often too diffuse

Unfortunately, the prior is often concentrated in places where
the likelihood is relatively low.

Model 1 i
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Figure: Draws form prior (in red) and the likelihood function (in
black).
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Figure: Draws form prior (in red) and the likelihood function
(contour lines drawn at tenths of the maximum likelihood).
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In the toy problem of the rabbit holes, the problem was not
very severe. But in higher-dimensional parameter spaces, or
in problems where the likelihood function is concentrated in
a very small region, this problem can be very severe indeed.

Other numerical techniques exist for esimating the
integral—importance sampling, for example. Importance
sampling works best when the MLE is known and has a nice
shape. Sometimes the location of the MLE is not known,
however; or the region surrounding it may be very
oddly-shaped.
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dohn Skilling (2006) proposed a means of estimating

( )L( )d that, by design, samples sparsely from the ©
space where the likelihood is low, and densely where the
likelihood is high. The technique involves “nested sampling”.



A lemma
For a positive-valued random variable, the area above the

cdf and below 1 is equal to the expected value of the
random variable. i.e., if X has pdf f and cdf F, then
Z, Z,

(I F(x))dx= xf(x)dx  E(X):
0

cdf of random variable X

F(x)

3
X

Figure: The area of the shaded region equals E(X).
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Proof of lemma
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YA 1 YA 1
(I F(x)dx = (I P(X<x)) dx
0 ZO
1 The Math
= P(X > x) dx
Zol z 1

= f(y) dy dx
0
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The distribution of the likelihood function e

Floyd Bullard

The Math

Let © be a space and ( ) be a probability density function

defined on ©. Let L be non-negative real function defined on
©. Then L( ) has its own distribution. It should be easy to

see that the cumulative distribution function of =1L( ) is

defined by 7

F() e ()d:



A neat trick

Recall that we want to estimate the integral : ()L( )d .
That is just the expected value of L( ). But we have seen
from the earlier lemma that the expected value of a
n-negative random variable with cdf F is simply

! (1 F(xg)dx. So the integral we want to estimate must

0
be equal to 01 (1 F( ))d , where F is the function we

just defined on the previous slide:
Z

FO L e
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Note that if we define The Math
Z
X() 1 F()= ()d ;
L()>

R
then the desired integral is simply equal to 01 X()d .



Another neat trick Samping.
Note that we may invert the function X( ) and compute the Floyd Bullard

integral 01X 1(p)dp and the integral will remain the same.

Area = Expected Likelihood

The Math

Figure: The area of the shaded region equals the expected
likelihood.
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A new integral i
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Z Z,
( ) (XJ )d = 0 X 1(p)dp The Math

We now have a new integral that Pquals our original one.
We want to estimate the integral ; X Y(p)dp, where

X Y(p) = s that likelihood such that P(L( )> )=p.
For example, if X l(0:9) = 0:0042, then 90% of draws
from the prior will have likelihoods greater than 0.0042.

(Aside note that even if © is a multi-dimensional parameter
space, this new function X ! is always one-dimensional and
monotonic.)



o On Neste
A very skewed function Sampimg.
Typically—especially in higher dimensional problems—the Floyd Bullard

likelihood function will be much higher in one small region of

the parameter space than everywhere else. If the prior is

fairly diffuse, then the result is that X ! is a very skewed

function, with nearly all of its “area” clumped up near 0. The Math

x10°

Figure: All the “action” in this integral occurs near p = 0.



Quantile estimates

Here is how Skilling's nested sampling technique works.
First, we sample N points from the prior and determine
their corresponding likelihoods. The smallest of these we use
to estimate the (N 1)th quantile of the whole likelihood
function.

For example, if we sampled N = 10 points and found that
the smallest of their likelihoods was 0.0042, then we would
estimate that X 1(0:9) = 0:0042.
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Nested sampling

We now “bank” (my terminology, not Skilling’s) the smallest
likelihood min and its corresponding . Next we draw a new

to replace the one we banked, but this time instead of
being drawn from the prior , it must be drawn from the
prior restrictedto only thosepoints whereL( ) > min. This
is where the “nesting” part comes in.

The new set of N points—the previously drawn N 1 along
with the new arrival—are a set of N independent random
draws from the restricted prior.
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Nested sampling (continued)

Now we repeat what we did before: we determine the lowest

likelihood of the N points, and bank it and its corresponding
. Then we draw a new from the prior restricted to

L( )> min, where min is the new smallest likelihood—the

last one banlked.

And we repeat this over and over again. So with repeated
sampling, the "live" (not-yet-banked) s cluster more and
more in regions of higher and higher likelihood.
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The quantiles

The first likelihood banked is an estimate of X (N1). But
the second one banked is not an estimate of X 1(NG2). It is
instead an estimate of X ! % 2

At the ith iteration, the smallest likelihood among the N live

. . 0 |
points is an estimate of X 1 %

With enough points, the integral can then be estimated using
rectangles or trapezoids or some other numerical technique.
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At first, the contributions to the total integral by banked
likelihoods will increase as the likelihoods themselves
increase. Eventually, however, as the points get clustered
together very, very tightly in a small region of © surrounding
the MLE, the contributions to the total integral will begin to
decrease because the banked likelihoods will have nearly
reached their upper limit, yet % " will continue to
decrease. Monitoring the sizes of the contributions can help

determine when to stop the process.

The Algorithm



A known integral Sampimg.
Consider the function L(; )= (1 )3 301 )30 Flovd Bullard

whose integral over the uniform prior on [0;1]2 is known to

2
be %2 ~1:9215 10 38,

Implementation |

Figure: A simple likelihood function whose integral is known.
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The flrSt N pOlntS Sampling.

Although it will produce a pretty poor estimate, let's begin el

by letting N = 5. We will sample N =5 points uniformly
from the unit square: The one with the smallest likelihood is
circled.

Implementation |

Figure: The point with the lowest likelihood is circled in red.



On Nested

Flrst banked pOlnt Sampling.
The lowest likelihood gmong the five points is an estimate of Floyd Bullard
X (3. Regallt that 01X L(p)dp is equal to the integral
we desire: ( )L( )d .
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Figure: Upper graph shows the first point in the graph of X 1(p)
VS p. Lower graph shows the area of the triangle—the first point’s
contribution to the total area.
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The lowest likelihood among the five live points is an

estimate of X 1((2)?).

08l B Implementation |

Figure: A line segment shows the order in which the points were
banked.
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Second banked point Samping,
The second point contributes much more area than did the Floyd Bullard
first one.
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Figure: Upper graph shows the first two points in the graph of
X 1(p) vs p. Lower graph shows the area of the triangle and the
trapezoid—the first two points’ contributions to the total area.



More banked points

After one more point...
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After ten iterations. Paramete
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We begin to notice that the contributions to the integral Floyd Bullard
estimate have begun to decline.
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We quit when the remaining points cannot contribute more
than 1% of the area that's already accumulated.
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0ol Implementation |
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And the final integral estimate is 1:5784
that the true answer was 1:9215

about -18%.

area contribution

e e R

o

10 38. Recall
10 38: so the error is

3

ols
5
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Let's see a simulation in action

We'll pause here to run a simulation and watch it evolve.
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On Nested

The CO”C'USIOn Sampling.

These histograms, each representing 1000 simulations with a Flovd Bullard

different number of seed points N, show that nested
sampling is unbiased. Sample sizes substantially greater than
N = 100 are required to reduce variability to acceptable
levels.

Implementation |
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Implementing the nested sampler on the rabbits
problem.

Let's suppose that (XjM1) = : () (Xj )d is easily
integrable for model M1 in the rabbits problem (the integral
value is 6:67R 10 6), but that

(XjMz) = ., ( 1, 2) (X] 1, 2)d 1d 5 is not. We'd
like to use nested sampling to estimate its value.
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Sampling from the restricted prior

In the earlier implementation, | “cheated” when | sampled
from the restricted prior; | used knowledge of where the
MLE was located to design a sampler that simply sampled
uniformly from a circle centered on the MLE and with a
radius equal to the distance to the lowest-likelihood live
point. However, an advantage of nested sampling (over, say,
importance sampling) is supposedto be that you don't have
to know where the MLE is.

What follows is the description of a slightly-modified version
of a sampler used by Mukherjee, Parkinson, and Liddle
(2006) to estimate the relative posterior probabilities of
cosmological models.
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An algorithm for sampling from the restricted
prior
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I So long as the rejection rate is not too poor (high), just
take samples directly from the prior and reject them if
their likelihoods are smaller than the desired threshold.
This will likely be feasible initially. But when the points Implementation Il
have begun to cluster more closely around the MLE, we
switch to the following steps.
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I So long as the rejection rate is not too poor (high), just
take samples directly from the prior and reject them if
their likelihoods are smaller than the desired threshold.
This will likely be feasible initially. But when the points Implementation Il
have begun to cluster more closely around the MLE, we
switch to the following steps.

I Draw a box around the live points, from the minimal
value the maximal value in each dimension.



On Nested

An algorithm for sampling from the restricted Sampling.
prIOr Floyd Bullard

I So long as the rejection rate is not too poor (high), just
take samples directly from the prior and reject them if
their likelihoods are smaller than the desired threshold.
This will likely be feasible initially. But when the points Implementation Il
have begun to cluster more closely around the MLE, we
switch to the following steps.

I Draw a box around the live points, from the minimal
value the maximal value in each dimension.

I Expand the box by a constant factor—here | used
1.5—to (hopefully) guarantee that the perimeter of the
box completely surrounds the region of © where the
likelihood is higher than the current threshold.



Determine the maximal value of the prior inside the
box. (Call it max.)
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I Determine the maximal value of the prior inside the
box. (Call it max.)

I Sample a uniformly from inside the box. Then draw a
random number U Unif[0; 1] and reject if U > %
That guarantees that  will be drawn inside the box but
with a probability proportional to the prior.

Implementation |1



I Determine the maximal value of the prior inside the
box. (Call it max.)

I Sample a uniformly from inside the box. Then draw a
random number U Unif[0; 1] and reject if U > %
That guarantees that  will be drawn inside the box but
with a probability proportional to the prior.

I Finally, reject if its likelihood is smaller than the
desired threshold.

If a draw of makes it through both of these filters, it will
be drawn according to the prior, but restricted to having a
likelihood greater than that of the lowest likelihood among
the live points.
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Let's see a simulation in action

We'll pause here to run a simulation and watch it evolve.

Model 2

Figure: Recall what the prior (red points) and the likelihood
(contour lines) look like.
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For what it's worth, an answer to the rabbits e
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problem

Implementation |1

Using N = 10; 000 points, | obtained from a single simulation
1:2411 10 # (which happens to have a 0.7% error). This
gives a posterior probability of (M1jX) = 0:0504, compared
with the actual (analytically computed) posterior of 0.0507.
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I Nested sampling samples more sparsely from the prior in
regions where the likelihood is low and more densely
where the likelihood is high, resulting in greater
efficiency than a sampler that draws directly from the
prior.

Pros
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I Nested sampling samples more sparsely from the prior in
regions where the likelihood is low and more densely
where the likelihood is high, resulting in greater
efficiency than a sampler that draws directly from the
prior.

I Nested sampling does not require knowing where the
MLE is located.

Pros
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I Nested sampling samples more sparsely from the prior in
regions where the likelihood is low and more densely
where the likelihood is high, resulting in greater
efficiency than a sampler that draws directly from the
prior.

I Nested sampling does not require knowing where the
MLE is located.

I MNested sampling always reduces an integral of the form
() (Xj )d to the integral of a one-dimensional
monotonic function, no matter how many dimensions ©
occupies, and no matter how strange the shape of the
likelihood function (X] ) is.

Pros
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I Sampling from the prior restricted to regions where L( )
exceeds a given threshold is not trivial. Techniques to
do so effectively and efficiently may vary from problem
to problem.

Cons
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I Sampling from the prior restricted to regions where L( )
exceeds a given threshold is not trivial. Techniques to
do so effectively and efficiently may vary from problem
to problem.

I If the likelihood is highly multi-modal, then the difficulty
of sampling from the restricted prior becomes even more
serious. Many sampling methods will have a tendency
to gravitate towards, and eventually get “hung up” in, a
local mode that may be many orders of magnitude
lower than the likelihood at the global MLE. This
results in a gross underestimate of the desired integral.

Cons
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I Skilling recognized the possible difficulty in sampling
from the restricted prior. One method he proposed for
doing so was to choose a point at random from among
the live points and have it (and it alone) follow the
Metropolis algorithm for a number of steps until its new

location could be considered an independent draw from
the restricted prior.

Remarks
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I Skilling recognized the possible difficulty in sampling
from the restricted prior. One method he proposed for
doing so was to choose a point at random from among
the live points and have it (and it alone) follow the
Metropolis algorithm for a number of steps until its new
location could be considered an independent draw from
the restricted prior.

Remarks

I The number of iterations required is roughly
proportional to N. Thus, the total number of
computations required is roughly proportional to NP,
1< p < 2, since every iteration requires comparisons of
all N live points’ likelihoods.
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The number of live points N need not remain constant.
Points can be added in or dropped without replacement,
so long as the order statistics (previously % I) are

adjusted appropriately.

Remarks
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Remarks (continued) i
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I The number of live points N need not remain constant.
Points can be added in or dropped without replacement,
so long as the order statistics (previously % I) are

adjusted appropriately.

I Once the trapezoid areas have begun a steady decline,
their contributions to the overall area will decrease at Remarks
an approximately exponential rate, and it may be
possible to truncate the simulations early and estimate
the remaining area directly and accurately.
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Nested sampling may be a useful tool for estimating the
marginal probability of data under different models,

(XjM;), when the location of the MLE is unknown, or
when the shape of the likelihood function makes importance
sampling difficult. However, the necessary iterative step of
sampling from the prior restricted to regions of © where the
likelihood exceeds a certain threshold may be difficult to
perform, especially if the likelihood function is highly
multi-modal.

Conclusion
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